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Introduction

Artificial Intelligence (AI) technology continues to evolve at a rapid pace. Dual-use founda-
tional large language models such as ChatGPT, Claude, and Gemini are now multi-modal
(capable of processing images and text), can ingest entire journal articles and books to query,
visualize data, and can even help you build better AI prompts. While still a maturing technol-
ogy, generative Al is already impacting broad swaths of the economy, arts, science, warfare,
and politics.

This complexity is compounded by a rash of legitimate ethical concerns. Did generative Al
companies illegally scrape data from YouTube without creator’s consent?’ Could the massive
troves of data needed to train large language models (LLMS) be biased?* These are far from
hypothetical concerns. Current market dynamics and competition among tech companies are
clearly impacting decision making. Court documents revealed that the company Meta “used
pirated torrents to download 81.7TB of data” Is it inherently unethical to train our own mod-
els using data from communities without their explicit consent? If models are not currently
interpretable or explainable, how much should we trust them to be used in healthcare settings?
Current speech-to-text Al technology used in healthcare can hallucinate 1.4% of the time with
“38% of hallucinations include explicit harms such as perpetuating violence, making up inac-
curate associations, or implying false authority Is this cost worth the benefit of transcription
when accuracy is paramount?

As educators in higher education, we have a responsibility to prepare the next generation
of healthcare providers, engineers, humanists, and informed citizens. It is reductive to provide
simple answers to such complex questions. Therefore, we must maintain the tension inherent
in these questions and engage in collective dialogue. By including more voices in this conversa-
tion, we can avoid falling victim to the hype cycle surrounding AI technologies and arrive at a
more nuanced understanding of their implications.

This paper will describe the outcome of an AI Community of Practice (CoP) involving
information professionals across North America. This CoP is organized through community
building techniques, enabling participants to create and react to topics of their own choosing.
This paper will also describe the benefits of a multi-institutional collaboration among three
large R1 universities.

* Michael Flierl is Associate Professor and Student Learning Librarian at The Ohio
State University, email: flierl.1@osu.edu; Emma Slayton is Data Education Librarian
at Carnegie Mellon University Libraries, eslayton@andrew.cmu.edu
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Al COP Principles/Methods

In cases where the development of Al is a wild west, where many of our constituents who will go on to develop
Al tools are not familiar with issues connected to information literacy, librarians provide core support in ori-
enting researchers and developers to thoughtful, ethical, and legal uses of Al content. Overall, there is a lack of
accurate and reliable AT literacy resources, especially for non-technical audiences. The rapid development and
adoption of Al tools in both the education and public sectors leave librarians, students, instructors, and the gen-
eral public with more questions that demand critical evaluation and reflection. Librarians, who play an essential
role in information and data literacy instruction, are now tasked with providing guidance in this evolving area,
even as they themselves navigate what it means to be Al-literate.

However, with their prior experience crossing boundaries in interdisciplinary metaliteracy education de-
velopment, librarians and information professionals are primed to take the lead in exploring the needs behind
Al literacy by crafting materials that explain the development and application of Al tools in an ethical manner.
Simply put, we have professional institutions, values, experience, and knowledge to bring to bear on answering
the increasingly complex issues generative Al technology continues to pose. This effort is evident in community
practice initiatives that recognize the value in co-learning and defining core needs, including the ACRLs Arti-
ficial Intelligence (AI) Discussion Group, the American Library Association’s Generative Artificial Intelligence,
Reference, & Instruction Discussion Group (GAIR&I), the Educause Al Community group, and the CAPAL Al
community of practice.

While some of these resources are public, many are still generated by groups behind paywalls or gated library
communities (e.g., ALA Connect’s Core Artificial Intelligence and Machine Learning in Libraries Interest Group,
where anyone can view and learn, but only ALA members can participate in discussions). While we applaud such
efforts as many Al concerns should be investigated through such organizations, there was still clearly a need for
academic librarians to discuss Al across such groups in a decentralized manner, driven by the community itself.
In particular, at the time of AI COP’s founding there was not an obvious free association that would allow for
conversation and contribution of librarians from multiple different academic institutions to provide their own
experiences and concerns in working with AI. Having a low barrier to community access, both in terms of general
access but also in making a space where those who felt both skilled and unskilled in the use of AI could congre-
gate is important for advancing Al support efforts in various contexts. Moreover, the AT COP community could
be more responsive to recent developments as it is the community members themselves who drive discussions.

AI COP Grew out of discussions at the AI Literacy hackathon for librarian pedagogy at Carnegie Mellon
University in Spring 2024. Co-founders Flierl and Slayton were involved in many general discussions that fo-
cused on both the development of general pedagogy related to AI skill use but also the needs of researchers to
understand the inner workings of generative Al tools and resources. We determined that the biggest benefit to
furthering the goals not only of the community present at the hackathon but also of other academic librarians
we had conversed with independently would be to have a space for people to raise general interests, concerns,
or queries around Al use and practice. This required a focus on informal communication, not simply engaging
through blog posts. This also required synchronous and asynchronous connection across institutions (requiring
virtual conversation spaces), where individuals could raise relevant issues from their own work in spaces that
would not be largely monitored by administrations or guided by organizational agendas. We wanted to provide
participants a forum to engage their peers by sharing presentations or virtual materials they have developed to
showcase the promise of Al at their own institutions, individual conversation sessions that could drive learning
new Al skills, as well as through asynchronous discussion to promote cross connection between multiple types
of institution serving multiple audiences. While we ideally wanted to include perspectives from as broad a sec-
tion of librarianship as possible, we felt it necessary to limit the scope of AI COP to academic librarians. This
does not preclude broadening AI COP in the future.
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To Foster the development of this community it would be important not only to have a shared interest on
specific topics but also for participants to feel like they had a shared communal project. The community of
practice co-organizers, including Rebecca Fordon, Assistant Professor of Professional Practice and Law Librar-
ian at Ohio State University Moritz Law Library, would focus on bringing out these perspectives from multiple
contexts—in the spirit of dialogue—not merely a presentation of ideas.

Al COP Outcomes

A diverse set of speakers were believed to be useful to highlight the various ways Al could impact academic
libraries from administration to intellectual property to public services. Accordingly, AT COP held its “kickoft”
meeting on August 28th, 2024 with:

o Keith Webster, Dean of Carnegie Mellon University Libraries

o Sarah Lamdan, Deputy Director, ALA Office for Intellectual Freedom

« Sayeed Choudhury, Associate Dean for Digital Infrastructure at CMU University Libraries and Execu-

tive Director of the CMU Open Forum for Al

« Jason Coleman, Professor, Kansas State University Libraries and Co-Chair for the AI Competencies for

Library Workers Task Force.

Following the kickoff meeting, ten distinct, 60 minute “Discussion sessions” were planned for September,
October, November, and December 2024. Each sessions was organized around one of three main topics identi-
fied by AI COP participants:

1. Teaching & Learning

2. Ethics & Environmental Impact of Al

3. Practical Applications & Research Support

With 1,000+ people signed up on Google and 450+ on our Discord server, we wanted to provide participants
with a chance to discuss the most pressing Al topics to them in small groups such that everyone could partici-
pate and learn from each other. Therefore, participation was capped to 100 people for each individual discussion
session, with 10 breakout rooms designated, capping groups to 10 people. There was a purposeful decision when
designing these discussion sessions to maximize the amount of discussion and exposure to new ideas and per-
spectives as possible. Accordingly, the vast majority of each 60 minute session was spent in small groups where
individuals could engage with a random group of other academic librarians interested in the topic at hand.

Each group designated a note taker to record comments and a moderator to ensure all participants have an
equal chance to contribute to the conversation. Groups were provided with a structured notes document via
Google Docs detailing group members, an intro question, and questions focused around the specific topic. For
example, the Practical Applications & Research Support September meeting asked participants to take notes on
the following:

« How are you supporting Al within your library, or how is your institution supporting Al learning?

o What are some of your largest concerns surrounding AI?

« How are you currently supporting researchers who are engaging with AI? AND How are you using Al

to support researchers?

o What are specific programs, tools, or applications you or the communities you support using? What

type of Als seem most popular or usable?

o What are hurdles that you are seeing to adoption of Al in research and everyday use? What are strate-

gies to overcome these challenges?

« Add your own question: [Type a question here and then address it]. Examples of this include:

o Will existing platforms develop their own Al to reduce use of third-party? (like Scopus, Web
of Science)
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o Has your university been exploring AI?

While not intended as a rigorous research process as we are drawing from a convenience sample of self-se-
lected information professionals interested in AI, a preliminary qualitative analysis of working group documents
can still be useful. For example, Ethics & Environmental Impact meeting documents captured some pressing
issues:

« Different institutional approaches to Al were described, ranging from resource creation, e.g. Lib-

Guides, focusing on integrating Al literacy into existing library information literacy programming.

o The “push” for Al adoption, or the general assumption that AI will be used and will be important in
the future, with less than serious institutional consideration of intellectual property concerns, environ-
mental costs, data privacy, copyright infringement in Al training data, and biased outputs.

« Some participants described their institutions wanting librarians to be leaders in developing AT lit-
eracy for faculty, students, and staff; yet resources, clarity of purpose, and/or institutional support for
this was mixed or lacking.

o The need for transparency and accountability in AI development and use. Current generative Al
technology could be described as a ‘black box’ with the inner workings opaque to both Al novices and
experts.

These concerns naturally led to engage with questions such as ‘how can librarians encourage responsible

AT use?” Small group discussions tended to yield a refinement of existing questions rather than providing con-
crete answers. This is a particular benefit as asking penetrating and refined questions is useful when encounter-
ing such a rapidly evolving and multifaceted technology. Resources, libguides, journal articles, etc. were freely
shared providing participants exposure to new ideas and approaches to Al-related challenges. While not a stated
goal by the AT COP co-organizers, it appears this was of significant value to AI COP members. Realizing that
others in peer institutions faced comparable challenges was another benefit to an open, decentralized approach
to community building around Al topics.

Moving Forward

The future of generative Al, and AI more broadly, is uncertain. We may create the first Artificial General Intel-
ligence (AGI)—that is, an Al system that can match or surpass humans at “almost any cognitive task” in a few
years and the US federal government is already preparing for this.> We already have more “agentic” Al in 2025
than in 2024, including the ability to perform “deep research” allowing an Al to search online, to refine its search
strategy, and to analyze and write up the results. What makes this more disorienting is that generative Al is cur-
rently capable of “PhD-level work in some areas while messing up basic tasks in closely related areas” also called
the “jagged frontier” of ALS

With Model Context Protocol (MCP), a “universal protocol Al systems can use to interact with data from
a range of different platforms,” a generative Al can manage local files, interact with applications like Slack, and
search the web.” Claude with computer use is another recent innovation—allowing Claude (a generative Al) to
“use computers the way people do—by looking at a screen, moving a cursor, clicking and typing text”? Further-
more, generative Al costs are decreasing quickly given increasing open-source competition from international
competitors like DeepSeek, specialized Al hardware becoming more common, new techniques to create smaller
yet still competitive models, and more Al infrastructure being built.’ This implies that more individuals, corpo-
rations, and governments will be able to access increasingly more powerful Al systems. While AI technology can
be used to improve therapeutic interventions for cancer' it can also be weaponized against workers via intrusive
“algorithmic management” techniques.!

A static set of documents or frameworks is simply insufficient to meet the pace of technological change in
Al Diverse viewpoints from a variety of institutions, with a variety of skill sets and perspectives, is needed to
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understand the fundamentals of generative AI technology but also the implications for its development and use
in higher education. Accordingly, we will continue to offer our Discord server as a free entry into this shared
community (please join here: https://discord.gg/HH5Ed9adWV). We will also continue to host and promote
Al-related conferences, events, and resources. The needs and strategies of AI COP will be dictated by our com-
munity of information professionals. There are clearly needs beyond this scope including community colleges,
special libraries, and iSchools. Looking forward, it is possible offshoots of AI COP will emerge and we will work
to support these too provided our community is interested in doing so.

Ultimately, either we help to shape the future of AI or it will shape us. We argue for a community-oriented
approach grounded in both a shared interest of generative Al and a commitment to the core values that continue
to guide academic librarianship. Together—we can work to align AI towards our interests and values instead of
the other way around.

Notes

1. Metz, Cade, Cecilia Kang, Sheera Frenkel, Stuart A. Thompson, and Nicholas Grant. “How Tech Giants Cut Corners to Harvest

Data for A.I” Nytimes.com, April 6, 2024. https://www.nytimes.com/2024/04/06/technology/tech-giants-harvest-data-artificial-

intelligence.html.
2. Gallegos, Isaac O., Ryan A. Rossi, Jenna Barrow, Md Mehrab Tanjim, Sunwoo Kim, Franck Dernoncourt, Tong Yu, Rong Zhang,

and Nesreen K. Ahmed. “Bias and Fairness in Large Language Models: A Survey.” arXiv, 2023. http://arxiv.org/abs/2309.00770.
3. Morales, John. “Meta Staff Torrented Nearly 82TB of Pirated Books for AI Training — Court Records Reveal Copyright Viola-
tions.” Tom’s Hardware, February 9, 2025. https://www.tomshardware.com/tech-industry/artificial-intelligence/meta-staff-torrent-
ed-nearly-82tb-of-pirated-books-for-ai-training-court-records-reveal-copyright-violations.
4. Koenecke, Allison, Andrew S. G. Choi, Kenneth Mei, Hilke Schellmann, and Mona Sloane. “Careless Whisper: Speech-to-text Hal-
lucination Harms.” arXiv, 2024. http://arxiv.org/abs/2402.08021.
5. Klein, Ezra. “A U.S. Government Plan for When A.L. Gets Too Powerful” The New York Times, March 4, 2025. https://www.ny-

times.com/2025/03/04/opinion/ezra-klein-podcast-ben-buchanan.html.
6.  Mollick, Ethan. “Just a Reminder That AI Is So Challenging to Figure Out Because It Is...” LinkedIn, February 19, 2025. https://

www.linkedin.com/posts/emollick just-a-reminder-that-ai-is-so-challenging-activity-7297982792729088012-mlIC5.

7. Morrison, Robert. “Claude Desktop Can Now Browse the Internet and Manage Files on Your Computer — Here’s What's New.”
Tom’s Guide, November 27, 2024. https://www.tomsguide.com/ai/claude-desktop-can-now-browse-the-internet-and-manage-
files-on-your-computer-heres-whats-new.

8.  Powell, Nicholas. “Anthropic Just Gave Claude AI Access to Your Computer — Here’s Why This Is a Big Deal” Tom’s Guide, Octo-
ber 22, 2024. https://www.tomsguide.com/ai/anthropic-just-gave-claude-ai-access-to-your-computer-heres-why-this-is-a-big-deal.

9. Pereda, Alicia. “The AI Expectation Gap: Why Falling Token Costs Are Reshaping Business Economics.” Technology Hits, De-
cember 21, 2024. https://medium.com/technology-hits/the-ai-expectation-gap-why-falling-token-costs-are-reshaping-business-
economics-ac6f386a2680.

10. Zaidh, Samir M., Hari T. Vengateswaran, Mohammed Habeeb, Kartik B. Aher, Ganesh B. Bhavar, Noor Irfan, and K. N. V. C.
Lakshmi. “Network Pharmacology and AI in Cancer Research Uncovering Biomarkers and Therapeutic Targets for RALGDS
Mutations.” Scientific Reports 15, no. 1 (2025): 1-13. https://doi.org/10.1038/s41598-025-91568-x.

11. Wiggin, Thomas. “Weaponizing the Workplace: How Algorithmic Management Shaped Amazon’s Antiunion Campaign in Bes-
semer, Alabama?” Socius: Sociological Research for a Dynamic World 11 (2025). https://doi.org/10.1177/23780231251318389.

ACRL 2025 - DEMOCRATIZING KNOWLEDGE + ACCESS + OPPORTUNITY


https://discord.gg/HH5Ed9adWV
http://Nytimes.com
https://www.nytimes.com/2024/04/06/technology/tech-giants-harvest-data-artificial-intelligence.html
https://www.nytimes.com/2024/04/06/technology/tech-giants-harvest-data-artificial-intelligence.html
http://arxiv.org/abs/2309.00770
https://www.tomshardware.com/tech-industry/artificial-intelligence/meta-staff-torrented-nearly-82tb-of-pirated-books-for-ai-training-court-records-reveal-copyright-violations
https://www.tomshardware.com/tech-industry/artificial-intelligence/meta-staff-torrented-nearly-82tb-of-pirated-books-for-ai-training-court-records-reveal-copyright-violations
http://arxiv.org/abs/2402.08021
https://www.nytimes.com/2025/03/04/opinion/ezra-klein-podcast-ben-buchanan.html
https://www.nytimes.com/2025/03/04/opinion/ezra-klein-podcast-ben-buchanan.html
https://www.linkedin.com/posts/emollick_just-a-reminder-that-ai-is-so-challenging-activity-7297982792729088012-mlC5
https://www.linkedin.com/posts/emollick_just-a-reminder-that-ai-is-so-challenging-activity-7297982792729088012-mlC5
https://www.tomsguide.com/ai/claude-desktop-can-now-browse-the-internet-and-manage-files-on-your-computer-heres-whats-new
https://www.tomsguide.com/ai/claude-desktop-can-now-browse-the-internet-and-manage-files-on-your-computer-heres-whats-new
https://www.tomsguide.com/ai/anthropic-just-gave-claude-ai-access-to-your-computer-heres-why-this-is-a-big-deal
https://medium.com/technology-hits/the-ai-expectation-gap-why-falling-token-costs-are-reshaping-business-economics-ac6f386a2680
https://medium.com/technology-hits/the-ai-expectation-gap-why-falling-token-costs-are-reshaping-business-economics-ac6f386a2680
https://doi.org/10.1038/s41598-025-91568-x
https://doi.org/10.1177/23780231251318389

