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Presenter
Presentation Notes
Have any of you heard of VIVO?  Are any of you using VIVO?  Or another faculty expertise system – Elsevier’s Pure?  Thomson Reuters’ Converis?Thread through this talk is why a library would be involved in this



• What is VIVO? 
• Development of VIVO at Cornell 
• VIVO beyond Cornell 
• Why the library? 
• VIVO – under the hood 
• Building on VIVO 

Enhancing the University’s Knowledge  
Management Using VIVO 

Presenter
Presentation Notes
Outline of topics for presentation 



• Software: An open-source semantic-web-based researcher 
and research discovery tool 
 

• Data: Institution-wide, publicly-visible information about 
research and researchers 
 

• Standards: A standard ontology (VIVO data) that 
interconnects researchers, communities, and campuses using 
Linked Open Data 
 

• Community: An open community with strong national and 
international participation 

What is VIVO? 

Presenter
Presentation Notes
While VIVO is many thingsThis talk focus on the Cornell instance, the data and the infrastructure with the library that makes it happenI’m the Director of Mann Library, The person who knows the details about Cornell’s VIVO is in Lisbon right now, I wasn’t able to talk her into giving up her vacation to come to LITA, although when she learned it was in Albuquerque she did think about it for a second or two



Presenter
Presentation Notes
Current VIVO – focus is on less data, higher qualityPulling from authoritative sourcesOffice of Sponsored ProjectsHuman ResourcesFaculty Reporting databaseRegistrar for coursesGoal is to have clean, accurate, up to date data, consistent across the Colleges.











Presenter
Presentation Notes
Display search results of those data through a faceted results page.Here’s the subset of the ‘people’ facet, sub-facetsNot just straight ‘hits’ but some smarts built in



Presenter
Presentation Notes
A bit of history…How Cornell VIVO is different from others – it was the first and grew organically, not a packaged up software download from an open source site with a comparatively straightforward data ingest process.Genomics initiative effort begun in 1998 became the New Life Sciences Initiative in 2002 and brought together several hundred faculty from seven Colleges and 60 departments.  One of the complaints was that faculty could not find each other across the institution.In response to that problem, Jon Corson-Rikert a developer in Mann Library ITS began creating a cross institutional index to web sites Then in about 2003 he went to a conference on the semantic web and realized the data he was collected was an ideal candidate for RDF.



Presenter
Presentation Notes
Early VIVO – part service, part demonstration of what is possibleLong process – educating administration stakeholders into what is actually possible if the right investments are made	one of the responsibilities of the library – knowing the landscape and understanding the path we should take through that, challenging as the landscape changes daily.  Seeing job ads for ‘emerging technologies’ librarians – VIVO is very much an emerging technology in information management.



Presenter
Presentation Notes
Cornell graduate students are enrolled in a separate College, and associate themselves with a Graduate Field.  The Faculty are members of those fields and they cross Department and College boundaries.A faculty member in the Department of Materials Science and Engineering, in the College of Engineering is a member of the Textiles Graduate Field.  Most of the other members of that Graduate Field are in the Fiber Science & Apparel Design Department in the College of Human Ecology.  VIVO generates this list by ‘collecting the faculty in the Materials Science Department and then looking at their Field membership.We do the same to display the “Active grants” when you click on the link in the upper right.  We collect the grants for each faculty member in the department and then aggregate that at the department level.  It’s all done computationally.
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Presentation Notes
VIVO data can be reusedSimple example – the section called Selected Publications Listing is a text block that is brought into department websites for 7 departments in the College of Arts and Sciences
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Presentation Notes
A little more complex – we maintain our library liaison listing using VIVO.  Rather than updating a table every time someone changes their responsibilities, they edit their VIVO profile and that information is pulled onto the Library liaison site.



Presenter
Presentation Notes
All the way to a whole portal built off VIVO data.  College of Agriculture and Life Sciences tracks their research projects and their portal uses VIVO data.  Can search by subject.  But our Dean likes it for when New York State stakeholders (legislators and other government officials) visit she can show which projects are going on in their area.



 

VIVO was created at Cornell,  
but is now in use in many institutions… 

Presenter
Presentation Notes
Created at CornellNIH, NSF, USDA funded developmentWorldwide adoption





VIVO Sponsorship through DuraSpace 

• Platinum Sponsors: American Psychological 
Association, Cornell University, Duke University, 
Griffith University, Indiana University, National Center 
for Atmospheric Research (NCAR); University of 
Colorado Boulder, University of Florida, University of 
Melbourne, University of Pennsylvania, Virginia 
Polytechnic Institute and State University (Virginia 
Tech), Weill Cornell Medical College 

• Corporate Sponsors: Symplectic, Elsevier, 
Thomson/Reuters 

• Sponsors: Columbia University (Gold); Brown 
University (Gold); Memorial University, Newfoundland 
(Bronze); Oregon Health & Science University 
(Bronze) 
 



 

Why the library is in the VIVO business… 

Presenter
Presentation Notes
Linked data index to the academic enterpriseOntologies draw on classic cataloging and classification expertiseLong term location capabilitiesLibrarians involved in this arena brings our deep expertise into this rapidly developing arenaOntology – drawing on classic cataloging and classification expertiseCuration – strategically adding manual interventions when automation cannot handle the ‘exceptions’have longstanding role in delivering information in support of the university’s research.  Our skills can now be put to use in managing the academic output of the university in a way that allows us to showcase the work of our faculty and research teams.  



Presenter
Presentation Notes
One of the key things we bring to VIVO is authoritativeness – this is a great example of the library‘s focus on authority of records.  These sites that scrape the web and create profiles to very mixed results.ZoomInfo has given me quite a promotionHere’s my VIVO profile display



Presenter
Presentation Notes
Classic mission of the library – academic information organization and delivery – in VIVO’s case, it’s about CornellBut the next generation of that mission – played out in the networked information worldStill separate nodes – which are starting to talk to each otherChallenge for the researcher is where to invest time – and it’s so fast moving, how can they be expected to keep up with it.Think of this as a new form of collection development – selecting the best ways, best tools, to be in the network.



VIVO – Under the Hood 
 

Why is VIVO a semantic web application, 
and what does that mean? 



• Research and researchers should be discoverable 
independently of administrative hierarchies 

• Relationships are as interesting as the facts 
• It’s the network, not just the nodes 

• Static data models are too confining 
• Granular data management allows multiple views 

and re-purposing 
• Discovery is improved by linking pages to 

surrounding context 
 

 

VIVO’s Core Ideas 



RDF “triples” 



VIVO connects scientists and scholars with 
and through their research and scholarship 



VIVO is a Semantic Web application 

• Provides data readable by machines, not just text for 
humans 

• Provides self-describing data via shared ontologies 
– Defined types 
– Defined relationships 

• Provides search & query augmented by relationships 
• Does simple reasoning to categorize and find 

associations 
– Teaching faculty = any faculty member teaching a course 
– All researchers involved with any gene associated with 

breast cancer (through research project, publication, etc.) 



The VIVO/Vitro Platform 

• Ingest tools – getting batch data in 
• Ontology editing tools – change what is being 

described and represented 
• Instance editing tools – Edit instances of any 

of the things represented in the ontology 
(people, publications, organizations, etc.) 

• Template/display system – Display instances 
and sets in a useful way 



Complexity of Inputs 
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The VIVO ontology 

• Describe people and organizations in the 
process of doing research, scholarship, and 
creative activities 

• Stay discipline neutral and support description 
and discovery across all disciplines 

• Use existing domain terminology to describe 
the content of research 

• Remain modular, flexible, and extensible 

Presenter
Presentation Notes
An ontology is a representation of entities and relations …… for a part of reality …… expressed in human and computer interpretable form





An HTTP request can return HTML or data 



Linking Open Data cloud diagram, by Richard Cyganiak and Anja Jentzsch. http://lod-cloud.net/  

VIVO connects to the Linked Open Data Cloud 

http://lod-cloud.net/


Systems compatible with VIVO-ISF ontology 

• Harvard Profiles – Biomedical focus, with 
over 40 installations 

• VIVO – University focus, all disciplines, at 
least 70 installations in progress 

• Loki – Univ. of Iowa, home of CTSAsearch 
• SciVal Experts with VIVO extension module, 

Elsevier is a VIVO Corporate Founding 
Sponsor 
 



Linked data indexing for search 
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Presentation Notes
Indexes 125K people and 1.3 million publications



VIVO Exploration and Analytics 

• Since VIVO is structured data, it can be 
navigated, analyzed, and visualized uniformly 
within or across institutions 

• VIVO can visualize the strengths of networks for 
institutions and consortia 

• You can create dashboards to help understand 
academic outputs and collaborations 

• VIVO can map research engagements and impact 
 





Map of Science created by Katy Börner’s visualization lab at Indiana University 



Weill Cornell – Post M.D. Appointments 



Weill Cornell - Publications 



Weill Cornell - Targeted questions 

• How has the number of publications co-authored 
with other institutions changed year to year? 



Building on VIVO 
 

New Projects and Extensions 



Deep Carbon Observatory Data Science Platform 

http://tw.rpi.edu/web/project/DCO-DS 

Presenter
Presentation Notes
VIVO is already being used to provide research context for research datasets: at the Deep Carbon Observatory
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Presentation Notes
And at the Laboratory for Atmospheric and Space Physics at CU Boulder







Linked Data for Libraries (LD4L) 

• On December 5, 2013, the Andrew W. Mellon 
Foundation made a two-year $999K grant to 
Cornell, Harvard, and Stanford starting Jan ‘14 

• Partners will work together to develop an 
ontology and linked data sources that provide 
relationships, metadata, and broad context for 
Scholarly Information Resources 

• Leverages existing work by both the VIVO 
project and the Hydra Partnership 



“The goal is to create a Scholarly Resource 
Semantic Information Store model that works both 

within individual institutions and through a 
coordinated, extensible network of Linked Open 

Data to capture the intellectual value that librarians 
and other domain experts add to information 

resources when they describe, annotate, organize, 
select, and use those resources, together with the 

social value evident from patterns of usage.” 



Presenter
Presentation Notes
This is an example of the type of librarian curated information we want to be able to capture, and to use to improve discovery within all the search and browse tools that the Library provides.



Presenter
Presentation Notes
We also want to be able to build hand-curated virtual collections for specialized disciplinary audiences







How LD4L builds on VIVO 

• The LD4L ontology will use components of the 
VIVO-ISF ontology 

• LD4L will use VIVO ontology design patterns 
• Vitro plus LD4L ontology will provide a basis for 

annotation tools and review of entity resolution 
and external resources identified through linked 
data  

• The multi-institution LD4L demonstration search 
will be an adaptation of VIVOsearch.org 

• LD4L will link to existing VIVO data 



LD4L Use Cases 

• Currently have draft set of 12 use cases in 6 
clusters on LD4L public wiki 
(https://wiki.duraspace.org/display/ld4l/) 

• Users include: faculty, student, dean, researcher, 
librarian, bibliographer, and cataloger 

• Use cases are driving the ontology development, 
MARC to BIBFRAME conversion, data source 
selection, and engineering work 

https://wiki.duraspace.org/display/ld4l/


Use Case Clusters 

1. Bibliographic + curation data, e.g. create virtual 
collection, tag resources 

2. Bibliographic + person data, e.g. see works authored 
by faculty who have taught a given course 

3. Leveraging external data including authorities, e.g. 
search with geographic data 

4. Leveraging the deeper graph (via queries or patterns), 
e.g. identify related works 

5. Leveraging usage data, e.g. discovery guided by 
community usage 

6. Three-site services, e.g. cross-site search 
 



Identifying Data Sources 

• Bibliographic data: CUL/Harvard/SUL catalogs 
• Person data: VIVO, Stanford CAP, Profiles 
• Usage data: LibraryCloud, Cornell/Stanford 

circulation, BorrowDirect circulation 
• Collections: Archival EAD, IRs, SharedShelf, 

Olivia, arbitrary OAI-PMH 
• Annotations: Cornell CuLLR, Stanford DMS, 

Bloglinks, DBpedia, LibGuides 
• Subjects & Authorities 



BIBFRAME 

• The Library of Congress (LoC) has developed 
the BIBFRAME ontology as an (eventual) 
replacement for MARC, the current cataloging 
standard for library resources 

• Both LoC and Zepheira, a contractor, have 
developed converters that produce 
BIBFRAME RDF from MARC XML 
 

http://bibframe.org/ 



BIBFRAME basic 
entities and 

relationships 

http://bibframe.org/vocab-model/ 



BIBFRAME Issues 

• LoC focus on capturing and representing MARC, 
not on connecting to LOD cloud 

• LoC converter is de-facto spec for MARC-> 
BIBFRAME, but requires pre/post-processing for 
full LOD interoperability 

• Zepheira converter does not do as complete a 
capture of MARC 

• LoC and Zepheira both still open to feedback on 
BIBFRAME; Stanford group providing a lot 
 



Assembling the Ontology 

• Goal: connect library resources with other data on 
the Web 
– By using ontologies commonly found in linked data 
– By connecting with VIVO/CAP/Profiles information 
– By using persistent, stable local identifiers (URIs) 
– By linking stable local identifiers to global identifiers 
– By supporting annotations with provenance 
– By adding information on usage 



Likely components of the LD4L Ontology 

• Library resources: BIBFRAME 
• Additional bibliographic types and partonomy 

relationships: FaBiO 
• People/Organizations: VIVO-ISF (includes FOAF) 
• Annotations: OpenAnnotation  
• Provenance: PROV-O, PAV 
• Licensing: Creative Commons; Dublin Core Terms; 

Software Ontology 
• Concepts: SKOS (or vocabularies such as Getty with 

stable URIs) 
• Many identifiers: VIAF, ORCID, ISNI 



Adding identifiers 

• Translating MARC records into RDF will not 
in and of itself make useful linked data 

• Identifiers are essential 
– Local identifiers for statements made by an 

institution, both local authority information and 
annotation 

– Global identifiers for people, organizations, and 
places where they can be reliably determined 

• OCLC Work URIs for shared works across institutions 
• VIAF, ORCID for people 
• Evaluating Dbpedia for place linkages 



Fully functional linked data 

• Ideally all library catalog records will (eventually) 
refer to identified works, authors, organizations, 
places, and subject headings 

• Ideally all library catalog records will be joined 
with VIVO/CAP/Profiles data as a coherent, 
richer local authority picture 

• Ideally library catalog records will be 
interoperable with each other as linked data 

• Ideally library linked data will interoperate with 
any other linked data via common, global 
identifiers and shared ontologies 
 



LD4L Planned Project Outcomes 

• Open source extensible LD4L ontology 
compatible with VIVO ontology, BIBFRAME, 
and other existing library LOD efforts 

• Open source LD4L semantic editing, display, 
and discovery system 

• Project Hydra compatible interface to LD4L, 
using ActiveTriples to support Blacklight 
search across multiple LD4L instances 



• An open community hosted by DuraSpace with 
strong national and international participation 

• An open suite of software tools 
• An ontology with a community-driven process 

for extension 
• A growing body of interoperable data 
• A platform for creating new library, scientific, 

and scholarly applications 
 

What is VIVO Today? 



• VIVOWeb.org 

• VIVOSearch.org 

• Duraspace.org 

• Linked Data for Libraries (LD4L): ld4l.org 

Resources 





Cornell VIVO Team 

Jon Corson-Rikert     Kathy Chiang 

    Deb Schmidle   Chris Westling      Tim Worrall 

Holly Misgtlebauer      Dean Krafft        Jim Blake    Joe McEnerney 
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